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a b s t r a c t

This paper shows the implementation of a KC tracker (high-speed kernelized correlation
tracker) on an Android smartphone. The image processing part is implemented with the
Android-NDK in C/C++. Some parts of the tracking algorithm, which can be parallelized
very well, are partitioned and calculated on the GPU with OpenGL ES and OpenCL. Other
parts, such as the Discrete Fourier Transform (DFT), are calculated on the CPU (partly with
the ARM-NEON features).With these hardware acceleration stepswe could reach real-time
performance (at least 20–30 FPS) on up-to-date smartphones, such as Samsung Galaxy S4,
S5 or Google Nexus 5.

Beyond that, we present some new color features and compare their tracking quality
to the HOG features using the KC tracker and show that their tracking quality is mostly
superior compared to the HOG features.

If an object gets lost by the tracker which is the case e.g. if the object is totally hidden
or outside the viewing range, there should be a possibility to perform a re-detection. In
this paper, we show a basic approach to determine the tracking quality and search for the
tracking object in the entire images of the subsequent video-frames.

© 2016 Elsevier B.V. All rights reserved.

Smartphones are getting more and more popular nowadays and some people cannot imagine to live without them any-
more.With every smartphone generation, new features are getting available. As a consequence, the newest smartphones are
getting more powerful with every generation. Consequently the computing power is also becoming more powerful, like the
CPU (dual- and quad-core processors with higher clock frequencies), GPU and more and faster memory (some GBs). More-
over the SoCs1 offer additional co-processors like DSPs.2 For the Hexagon DSP in Qualcomm SoCs there is even a DSP-SDK
publicly available.

Beyond that, smartphones offer a lot of sensors like a gyroscope, magnetometer, barometer, hygrometer, camera,
microphone, infrared sensors, accelerometer, GPS, radio (Wi-Fi, bluetooth, mobile communications) and many more. All
offered hardware is easily programmable via Android-SDK (Java) and -NDK (C++), drivers for all sensors are ready to go.

Above all of these functionalities smartphones are lightweight and pretty cheap compared to the offered hardware. As
a consequence, smartphones are an ideal ‘‘head’’ of autonomous systems such as robots and UAVs.3 The main features of
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a ‘‘head’’ are the brain with lots of memory and computing power (CPU, GPU and DSP of a smartphone) and the senses
(sensors). One important task for autonomous systems is visual tracking of moving objects.

Visual Tracking is used in different areas like man-machine interaction, virtual reality, robotics, medicine or video
surveillance. In the past decades, more robust trackingmethods were developed. The goal of visual tracking is to find/detect
the target(s), which are supposed to be tracked in subsequent frames and to estimate their positions and orientations. The
successful tracking is the core task, but at the same time a big challenge, when there are bad conditions like noisy images,
small resolutions of images, occlusions, deformations, rotation of the object to be tracked, background-clutter, changing
light conditions and real-time requirements.

In this paper, a model-less tracker (KC tracker) based on the following two papers [1,2] is implemented to run on
smartphones. To accelerate the computations, the GPU of the SoC is used for certain computation parts, if OpenGL ES 2.0
and/or 3.0 and/or OpenCL are supported by the hardware and OS. The tracker performs its calculations in the Fourier space.
Thus a fast FFT implementation, respectively FFT-library is necessary, running on an ARM-based smartphone. To accelerate
the FFT transforms, besides the GPU, ARM-NEON is an optionwhich is used here. The tracker is running on different Android
smartphones (Samsung Galaxy S4, S5 and the Google Nexus 5), which all contain different Qualcomm-SoCs, to compare the
performances with each other.

Moreover, this work compares the tracking quality of some basic approaches to color features with the HOG features, as
the used tracker can operate with different features, e.g. raw features (pixels), HOG features and so on. If an object gets lost,
one could search for the object over the entire image. Therefore, we use a simple way to determine a bad tracking quality
and re-detect the object in the subsequent frames afterwards.

1. State-Of-The-Art

1.1. Tracker benchmark

Ways of measuring the tracking performance are explained in [3], which describes three ways of measuring the tracking
accuracy. One method is the OPE (One-Pass Evaluation), which is used in our work to compare tracking performances. This
type of precision plot measures the average precision for a video sequence from the beginning to the end. With it, the
percentages of frames of a sequence aremeasured,which donot exceed certain error thresholds. The location error threshold
is the Euclidean distance between the calculated tracking position and the ground truth data of a frame. Furthermore, the
tracking performance over 50 different video sequences is measured for 29 different tracking algorithms in the mentioned
benchmark paper [3]. For comparison and ranking of different trackers, an error threshold of 20 pixels is used. In the
following the best 2 out of these 29 tracking algorithms are explained in more detail.

1.2. Struck

Struck ranks currently among one of the best model-less state-of-the-art trackers, however it is also one of the slowest
trackers as the computation time is high. A lot of tracking-by-detection approaches require an intermediate step, where the
labeling takes place andwhere binary labels are used. The publicationwhere the Struck tracker is presented [4] considers this
as a problem, because traditional labelers use a ’’transformation similarity function’’, which is rather selected by intuition and
heuristics. Instead of training a classifier, in [4] a probability function f : x → y is learned, to estimate the transformations
between two frames directly. For learning, the Kernelized Structured Output SVM framework is used.

1.3. Kernelized correlation tracking algorithms

We use the generic term ’’Kernelized Correlation Tracker’’ (KC tracker) for a class of tracking algorithms introduced
by Henriques et al. in [1] and [2], that exploit the circulant structure of tracking-by-detection with kernelized correlation
filter algorithms. The first version [1] (called csk tracker in the benchmark paper [3]) shows, that the subwindows which
are used for tracking have a circulant structure and how one can use this knowledge efficiently in the Fourier domain by
diagonalization. For the learning/regression, KRLS (Kernelized Regularized Least Squares) is used. There are several types of
kernels, like linear or Gaussian kernels, which can be used and still preserve the circulant structure of the matrices.

The second version [2] explains the procedure in more detail and with proofs of the used formulas. Furthermore, the
use of features (e.g. HOG features and others are possible) within the tracker is introduced which requires multi-channel
correlation filters.

In comparison to other model-less trackers, this tracker reaches a very good tracking quality and still has a fast runtime.
Other trackers with similar tracking qualities, which we could find, are significantly slower. With the use of HOG features it
even outperforms other state-of-the-art trackers, though it is still much faster than other trackerswith a comparable quality.

The algorithm consists of the following steps:

1. At the beginning, a start frame with subwindow size and subwindow position, which should contain the target, is set by
the user.
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(a) Patch calculation. (b) Fast learning/regression.

(c) Fast detection.

Fig. 1. Visualization of the KC algorithm as block diagrams.

2. The next step is called fast learning/regression. At first, a subwindow at the current tracking position in the current frame
is needed, to calculate a patch (cf. Fig. 1(a)). The patch is calculated in three steps: take the current subwindow, calculate
features (e.g. HOG) and apply the cosine window (Hanning window function) to reduce the spectral leakage in Fourier
space. After that, the patch is Fourier-transformed (FFT2), the auto-correlation (MCF4) and α-values (αf =

yf
kxx+λ

) are
calculated and at the end, the results are interpolated with the model (mxf and mαf ) (cf. Fig. 1(b)).

3. The fast detection step is performed similarly. At first, a patch of the new frame is extracted (cf. Fig. 1(a)) and
Fourier-transformed (FFT2). Afterwards, a cross-correlation (MCF) to the training patch is calculated (kernel calculation),
the detection formula applied (kxz ∗ mαf ) and the detection result back transformed (iFFT2) (cf. Fig. 1(c)).

4. With the result of the previous step, one can compute the shift/delta of the tracking object to the last frame and finally
the new tracking position. The highest peak in the response corresponds to the position with the highest similarity of the
current subwindow patch to the training patch. With this last step, one iteration is completed and the algorithm repeats
the steps 2, 3 and 4. The first step is just needed for initialization.

1.4. HOG features

HOG (Histogram of Oriented Gradients) are features, that can be used for object detection. This feature type is based
on shape descriptors and was first described in the following paper [5] by Dalal and Triggs. Meanwhile, some publications
with modifications and improvements are available. Our smartphone implementation of the HOG features is based on the
following paper [6] and dissertation [7].

The calculation of the HOG features requires basically the following steps:

1. Computation of the gradients for every pixel of an image.
2. Calculation of the orientation/direction and strength for each gradient.
3. The image is subdivided into square-sized cells. Each cell can be e.g. 4×4 or 8×8 pixels in size. For every cell, a histogram

is created (see Fig. 2). The histograms can be computedwith soft-binning, to reduce aliasing, like it is done in the recently
mentioned studies.

4. Local block normalization to make the descriptors resistant to contrast and illumination changes.
5. Feature reduction respectively PCA.5 This step is necessary, as the feature vector becomes high-dimensional after the

block normalization, which increases the size of the descriptor by a factor of four (after normalization the descriptor
increases e.g. to 36 dimensions for 9 orientations, 72 dimensions for 18 directions and 108 dimensions for a combination
of 9 orientations and 18 directions).

4 Multichannel Correlation Filter: Used for cross-correlation on images with multiple channels, based on features.
5 Principal Component Analysis.
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Fig. 2. Histogram creation for a 4 × 4 pixel cell without soft-binning/interpolation. The cell histograms are weighed with the strength of the gradients.

Fig. 3. Color features used in [8] and [9]. The saturation corresponds to the strength and the hue to the orientation of the gradients.

With the use of the KC tracker in combination with HOG features, the tracking quality measures up with the Struck tracker
and even outperforms other state-of-the-art trackers, though the runtime performance is much better compared to the
other trackers.

1.5. Color features

In comparison to HOG features, which are based on shapes, color features use the color information in images for the
description of features. Our paper shows some new approaches using color features, which can be used with the KC tracker.

Similar approaches to color features are shown in the following publications [8] and [9]. In both papers, the same
approach is used, where the hue value is used as the angle which is discretized, and the saturation as the strength of the
vector (see Fig. 3). That way, the histograms are created in the same way as for the HOG features. Even the normalization
step can be done in the same way. Furthermore, experiments with a combination of color and SIFT or HOG features are
shown in both already mentioned papers [8] and [9].

2. Extensions

2.1. Color features

In this paper, we took a closer look into two sorts of color features. With both variants of color features, the image is first
divided in square-sized cells and for each cell a histogram is calculated, similar to the HOG features.

2.1.1. Variant 1 (color cooccurrence histograms)
The first variant is based on clustering of the color space. The image is divided into cells (e. g 4 × 4 pixels) and for each

cell, a color cooccurrence histogram is created. The basic idea of this approach is based on the paper of Chang et al. [10].
The color space is subdivided into clusters, e.g. 23

= 8 (see Fig. 4) or 33
= 27. Each pixel/color vector of the image is

associated to a cluster in the color space. Therewith, transitions of two pixels from one to another cluster can be defined.
Every transition possibility can be incremented in the cooccurrence histogram. The cooccurrence histogram represents a
histogram for a cell. The matrix has the following form (Sx, x = 0 . . . n represents the clusters in the color space):

S0 → S0 S0 → S1 · · · S0 → Sn
S1 → S0 S1 → S1 · · · S1 → Sn

...
...

. . .
...

Sn → S0 Sn → S1 · · · Sn → Sn

 . (1)

The feature vector reaches a high dimensionality because of the dimensions of the cooccurrence matrix. The descriptor of
a 8 × 8 matrix has a dimension of 64 and of a 27 × 27 matrix a dimension of 729. Hence it is necessary, to perform a PCA
or something similar to reduce the dimensions of the descriptor. As one can see in Fig. 5, the majority of pixels of an image
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Fig. 4. Color space divided into 8 equal clusters.

Fig. 5. Color distribution of all pixels within all subwindows over all frames of the 50 benchmark videos. The first three figures show 2-dimensional
color histograms. The probability of occurrence of a certain color combination (e.g. red = 57 and green = 150) is color coded. White depicts low (<0.01%),
red means a higher (>0.01%) probability of occurrences. The last image shows the 3D representation of the color distribution. (For interpretation of the
references to color in this figure legend, the reader is referred to the web version of this article.)

are located close to the diagonal axis in the color space, where each RGB part of a color vector is similar to each other. A
color vector of a pixel, which has big differences between vector components, is pretty unlikely. This leads us to the second
variant of the color features.

2.1.2. Variant 2 (Color Distances + Color Differences + HSV)
In the second variant, the descriptor consists of three parts. Hence the feature vector has the following form: Color Distance Channels

Color Difference Channels
Hue Channel

Saturation Channel

 . (2)

Color Distances
At first, the Euclidean distances of all pixels/color vectors Px = (RPx ,GPx , BPx) of a cell are calculated separately with the
following formula:

d(Px) = ∥Px∥2 =


R2
Px + G2

Px + B2
Px (3)

or the energy, to save computation time:

p(Px) = R2
Px + G2

Px + B2
Px . (4)
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Fig. 6. Measured distributions of the color differences between Px and CM summarized over all images of all 50 video sequences.

Then the distances are discretized and the corresponding channel in the histogram of a cell is incremented. These cell
histograms represent the descriptors. Each value range, which is used for color discretization, corresponds to a histogram
channel. The discretization of the length of a color vector is additionally limited by an overall value range. This is done with
the parameter rangeFactor, which limits the maximum length that is discretized, to a certain value.

Color Differences
Additionally, the feature vector is extended with further feature channels respectively color features. Besides the histogram
channels for the color distances the feature vector can additionally contain feature channels for color differences. The color
differences are calculated between the red, green and blue values of the pixels Px of a cell and the average of all values of a
cell, called CM , like one can see in the following listing:

|RPx − GCM | > threshold ? addValue : 0;
|RPx − BCM | > threshold ? addValue : 0;
|GPx − RCM | > threshold ? addValue : 0;
|GPx − BCM | > threshold ? addValue : 0;
|BPx − RCM | > threshold ? addValue : 0;
|BPx − GCM | > threshold ? addValue : 0;

The distribution functions of the differences between Px and CM have the form of Gaussian distributions, as one can see
in Fig. 6. Therefore it is useful to consider especially huge outliers. There are six possible difference combinations between
the RGB values of Px and CM , where each corresponds to one histogram channel. A good parameter value for the threshold
turned out to be 0.05, to consider only bigger outliers for color differences. In our implementation, the RGB color values reach
from 0 to 1 respectively 0 to 255. A good addValue is a value of 0.7. This is the value, incremented in the corresponding
histogram channel of a cell. That way it is ensured that the color differences have a lower impact on the descriptor than the
color distances.

HSV
Last but not least there are two further feature channels, one containing the hue value and the other the saturation. Both
values are calculated by HSV-conversion of the average color vector CM of a cell. Here one can use again a differentweighting
compared to the other feature channels.

Block Normalization
As both presented color feature variants are based on cells, the cell histograms could be bilinearly interpolated and block
normalized with other cells in the local area, like it is done with the HOG features in [5–7]. With the block normalization,
the histograms get more resistant to changes in contrast and lighting conditions. Later on in Section 4.1, we will show
performance measurements with different block normalization variations and whether it is worth the overhead regarding
the tracking quality.

2.2. Tracking quality

To be able to determine to some extent whether the tracker has lost the object to track, one needs a quality measure
for the current tracking process. One indicator is the response, which is a result of the fast detection step of the KC tracking
algorithm. The response represents the similarity between the patch of the current subwindow and the training patch. The
highest similarity is at the place with the highest peak in the response.

As one can see in Fig. 7, the peak of the response is biggest (ca. 0.8) at the beginning of the tracking anddecreases quickly to
a lower level (around 0.4). The reason is that during tracking the background changes, when the object moves. Furthermore,
occlusions (see Fig. 8), rotations, deformations and many other changes can occur.

When the peak of the response drops, it can be seen that the sidelobes around the peak get bigger. In the paper [11] and
dissertation [12], a peak to sidelobe ratio (PSR) is used as a quality measure to detect whether the object got lost. In Fig. 9
one can see the differences between the maxima of the responses and PSR during time. One can notice that there is a big
correlation between the two plots. Therefore we use just the maxima as a quality measure, as it is much simpler and faster
to obtain that value.
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Fig. 7. Maxima of the responses of sequence Coke during time. It can be noticed that the target is not lost despite the maxima drop below a value of 0.2
after frame 250.

Fig. 8. Occlusion of a tracked person behind a tree around frame 180 in the sequence David3 and drop of the maxima based on HOG features (left) versus
on Color features (right).

Fig. 9. Differences between maxima and PSR of the sequence David3. It can be seen that there is a high correlation between both measures.

The used quality measure is just an indicator whether the object got lost or there is an occlusion of the tracked object.
The lower the maximum of the peak, the higher the probability that the object got lost. But it could also happen that the
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Fig. 10. Detection over the whole frame with adaption of the KC algorithm.

tracking object just gets lost for a very short period of time or that the object is still being tracked, though the peak is very
low.

2.3. Re-Detection

If the object gets lost, it is necessary to search for the object over the whole image. However, the KC tracker uses
subwindows as input samples for tracking. If the object moves out of the subwindow, it cannot be tracked anymore. It
is necessary that the subwindow size is just about as big as the object to be tracked. If the subwindow is too big, then it
could happen that e.g. the background will be tracked, as the tracking object takes up a smaller percentage of the surface
compared to the background.

Therefore, the KC tracking algorithm is slightly modified for that purpose, to be able to detect objects in the entire image.
As training sample, either the subwindow of the first image, or a training patch of a frame where the tracking quality was
still good, is used.

The frame itself is divided into subwindows/patches, which have the same size as the training sample (see Fig. 10). If the
subwindows are not dividable with the width or height of the frame by a whole number, then the last patch is continued by
the corresponding color value of the border of the frame.

Because a Hanning window is applied on the patches by the KC tracker, the patches in a frame should be divided into
subwindowswhich overlap slightly, to avoid detection problems if the tracking object is located between patches in a frame.

The procedure contains the following steps:

1. Fast Learning/Regression with a training sample, which contains the object to be tracked.
2. Fast Detection with every patch of the frame. You get for every patch/subwindow a response with a peak.
3. Find the subwindow with the biggest peak in the response.
4. Now the position of the subwindow with the strongest peak is known and one can compute the new position of the

tracking object by adding the corresponding shift/delta to the subwindow position.

Note that this procedure is used only if the tracking quality falls below a certain threshold.

3. Implementation

The KC tracking algorithm is implemented for the Android OS. The KC algorithm and the features (HOG, color) are
implemented as a shared library in C/C++ with the NDK for Android. That way, APIs like OpenGL ES and OpenCL and other
libraries, that e.g. SoC manufacturers offer, can be used very easily.

3.1. Available computing possibilities on smartphones

Current smartphones offer a lot of possibilities as to where the tasks can be computed. They do not only contain a CPU,
but also a GPU and co-processors like DSPs. Thus they can be used for heterogeneous computing, e.g. on highly parallelizable
hardware like GPUs or DSPs. Some computing technologies that smartphones offer are:
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• OpenGL ES
Almost all latest high-end smartphones (e.g. containing Qualcomm SoCs with Adreno 3xx Series and above, like

Samsung Galaxy S4, S5 and Nexus 5) support OpenGL ES 3.0 or 3.1. Smartphones with cheaper or older SoCs still support
OpenGL ES 2.0. Therefore it is possible to ensure backward compatibility of apps with header files that load the available
OpenGL ES functions, either version 2.0 or 3.0, dynamically, while the app is running. The header file gl3stub.h, which
can be found in the Android-NDK examples, does exactly this.

OpenGL ES 3.0 offers some new features compared to version 2.0, like the support for float textures and a general
support for 32-bit float or integer calculations in shaders, which makes parallelized floating point calculations in the
shaders possible.

• OpenCL
Likewith OpenGL ES 3.x, OpenCL is well supported since the Adreno 3xx series of QualcommGPUs. On the Adreno 320

and 330 GPUs, only OpenCL 1.1 with embedded profile is supported. The embedded profile version has some limitations
compared to the full profile version, like no 64-bit integer and float support, no support for 3D textures and some other
limitations, which are optional for the GPU-manufacturer, who can decide which optional features it wants to provide.
Since the Adreno 4xx series, OpenCL 1.2 with full profile is supported.

Like with OpenGL ES, the corresponding OpenCL functions can be loaded dynamically during runtime, if available.
With the OpenCL drivers which are installed on the already mentioned smartphones, OpenCL is only supported on GPU
but not on CPU.

• Hexagon DSP
The hexagon DSP is a 32-bit CPU developed by Qualcomm. Since 2013, a SDK (Hexagon SDK) has been publicly

available [13]. Furthermore, there are some libraries by Qualcommwhich can use these DSPs if the right operation mode
is set in the library.

As DSPs are manufacturer-specific and it is not guaranteed that the necessary drivers are installed on all Android
devices, one becomes depended on the specific SoC and smartphone manufacturer. A big advantage of DSPs over CPUs is
the fact that they consume much less energy.

• RenderScript
RenderScript was developed by Google and is only available on devices with Android OS. It is used with Java and was

developed to run on different hardware, similar to OpenCL. But compared to OpenCL, it is not possible to optimize the
scheduling, e.g. play with the work-group sizes, as RenderScript does that work for the developers.

• CPU
The CPU offers the biggest platform independence as you can use different OSs and programming languages. The

smartphones mentioned and used in this paper are all based on ARM. They are developed by Qualcomm (Krait CPU) and
similar to the ARM Cortex-A15. The Snapdragon 600 in the Galaxy S4 offers a quad-core CPU with 1.9 GHz clock speed.
The Snapdragon 800 (Nexus 5) and 801 (Galaxy S5) have a quad-core CPUwith 2.3 GHz respectively 2.5 GHz clock speed.

– SIMD Vector Register (NEON, SSE)
The use of vector registers in the CPU enables to accelerate tasks, which are able to be parallelized with the use of

SIMD6 instructions, thus are parallelizable, e.g. for signal or image processing tasks. Some ARMv7 CPUs, based on the
Cortex-A8 and Cortex-A15 architecture, offer an instruction set calledNEON,which is similar to Intel’s SSE instructions.

3.2. FFT (fast fourier transform)

As mentioned already before, the KC algorithm requires a FFT implementation to perform a 2D Fourier transform.
Therefore we compare different FFT algorithms and implementations with each other, to find an algorithmwith an optimal
balance between runtime and precision.

For that purpose, a simple radix-2 algorithm was implemented for CPU and GPU (OpenCL and OpenGL ES 3.0). The input
sample size has to be power of two, otherwise one would usually use zero padding, which however cannot be used with the
multi-channel correlation filter (mentioned in Section 4.3.1).

CPU: The CPU implementation was optimized for coalesced memory access, to improve the CPU caching mechanisms, but
no other optimizations like inline assembler were made.

OpenCL: The OpenCL implementation was also optimized for coalesced memory access. For that purpose, there exist two
kernel functions, one formemory optimized FFT calculations in the horizontal direction of amatrix, the other kernel function
for the vertical direction. By combining both functions (first transform in one direction, than in the other) it is possible to
perform a 2D FFT transform. The twiddle factors are precomputed on CPU, as they stay the same for a certain sample size.

OpenGL ES 3.0: TheOpenGL ES 3.0 implementation is similar to the OpenCL implementation. The calculations are performed
with render to texture FBOs (Frame Buffer Objects) in the fragment shader. As textures, floating point textures are used.

6 SIMD = Single Instruction Multiple Data.
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Moreover, there exist several libraries for FFT transforms. Two of them are:

FFTW: FFTW is a free C library that offers a GPL license or a non-free version. It can be used multithreaded (if the module is
compiled) and can be compiled with vector register support (e.g. SSE or NEON). We compiled FFTW with the gcc compiler,
which is contained in the NDK and compiled it with hardware floating point and NEON support.

FastCV: FastCV is an image processing library developed by Qualcomm. It can be usedwith Snapdragon and other ARM SoCs.
The binary contains two implementations, one for Snapdragon CPUs and the other generally for non-Snapdragon ARMCPUs,
with auniformAPI. On a Snapdragon SoC, other hardware (e.g. DPSs) canbeused aswell, depending on the selected operation
profile. The libraryworks just with FFT calculations on power of two samples. Another drawback is the low precision, as only
uint8_t (8-bit) is supported as data type for the input array. Furthermore the input cannot be complex.

3.3. HOG features

The HOG features implementation contains four main steps:

1. Gradients: The first step is the calculation of the gradients, which are described by the discretized orientation/direction
and the length of the gradient vector for each pixel. This task can be accomplished highly parallelized in a fragment
shader with a float texture for the results (with OpenGL ES 3.0), but was also implemented on CPU for comparison (with
no parallelization/single threaded) and can also be used if no OpenGL ES 3.0 is available on the device.

2. Histograms: In the next step, the histogramswith orientations/directions are created for every cell. As one needs towrite
to different locations in memory to create a histogram, this task is done with OpenCL respectively the CPU, if no OpenCL
is available. Here it is important to take synchronization into account, if the histograms are computed parallelized, e.g.
with OpenCL. For that case, we used atomic operations for adding histogram channels with OpenCL.

3. Energy: The energy for every cell, which represents the Euclidean distances of the feature vectors (histograms), is also
implemented with OpenCL and a CPU version.

4. Features: In the last step, the block normalization is applied and final feature descriptors are created. This step can also
be done either with OpenCL or CPU.

As one can see, thewhole HOG feature calculations can be performed completely on GPU, if OpenGL ES 3.0 and/or OpenCL
are available. The implementations (CPU or GPU) of the four steps could also be combined such that the runtime decreases.

3.4. Color features

The color features (Variant 2 - see Section 2.1.2) are implemented in a similar way.
The discretized color distances for each pixel, the average color vector CM of a cell and the hue and saturation values are

calculated in fragment shaders with OpenGL ES 3.0. For the results, float textures are used. If no OpenGL ES 3.0 is available,
there is a CPU version as a fallback.

The histograms are created on the CPU, but could also be created with OpenCL. It is also possible to perform a histogram
interpolation and/or block normalization afterwards, like with the HOG features.

3.5. KC tracker

The KC tracker was implemented for linear kernels (DCF) and Gaussian kernels (KCF), working with different features
like raw pixels, HOG features or color features (variant 2).

The mathematical operations the KC tracker uses were implemented for OpenCL and the CPU, to be able to compare the
runtimes of parts of the KC tracker.

4. Results

4.1. Performance comparison of color features to HOG features with MATLAB

Both color feature variants were implemented for MATLAB as built-in C functions, but without the use of vector registers
(e.g. SSE) for even shorter runtimes. As the color features were implemented for MATLAB, one can also use the MATLAB
implementation of the KC tracker with these features. This makes it also possible to compare the tracking performance
using these color features with the HOG features.

The tracking performance (see Section 1.1) with the first variant of color features was measured with 8 and 27 clusters.
The transitions from one to another cluster were determined with two different variants. In the first variant, transitions
from the pixel in the center of the cell, marked with white color, to the other pixels, marked gray, were determined. In the
second variant, each of the inner four pixels to the other gray pixels were determined. The results can be seen in Table 1.

As we can see, it makes no difference if we take into account the transitions of one pixel of a cell to the others or
multiple pixels of a cell to the corresponding remaining pixels. The more clusters we have, the better the results. As already
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Table 1
Measured performances (mean precision 20 px. and standard deviation of the mean precision) and FPS over 50 video sequences for variant
1 of color features. The KC tracker is used with a linear kernel and standard parameters, which are also used with HOG features.

Variant Color-discretizations/clusters Mean precision
(20 px.)a

Standard deviation
(20 px.)b

FPS

2/8 0.486 0.377 689.14

3/27 0.581 0.356 387.97

2/8 0.486 0.377 583.13

3/27 0.582 0.359 352.24

a Mean precision over 50 video sequences, measured with OPE (One-Pass-Evaluation) and with an error threshold of 20 px. (see
Section 1.1). In Fig. 12 one can see an example with precision values for every single video sequence.

b Standard deviation of the mean precision (20 px.)

Table 2
Measured performance (mean precision 20 px. and standard deviation of the mean precision) and FPS for a few variations of the second
variant of color features. The tracker is used with standard parameters, as used with the DCF-HOG tracker. Furthermore, a linear kernel is
used.

Tracker Number of color-length
discretizations

Color
differences

hue and
saturation

Channels Mean precision
(20 px.)a

Standard deviation
(20 px.)b

FPS

DCF 9 × × 9 0.609 0.357 475.99
DCF 18 × × 18 0.590 0.331 399.21

DCF 18 ✓ × 24 0.700 0.326 367.80
DCF 18 ✓ ✓ 26 0.726 0.308 364.97
DCF 23 ✓ ✓ 31 0.741 0.292 310.88
a Mean precision over 50 video sequences, measured with OPE (One-Pass-Evaluation) and with an error threshold of 20 px. (see

Section 1.1). In Fig. 12 one can see an example with precision values for every single video sequence.
b Standard deviation of the mean precision (20 px.)

Fig. 11. One-pass evaluation of some trackers over 50 video sequences. The color features (variant 2) were used with 18 discretization ranges, color
differences and a hue and saturation channel. The precision values in brackets for the trackers in the legend are for a location error threshold of 20 pixel.

mentioned, the high-dimensional descriptor could be reduced (e.g. by PCA) and some areas in the color space could be
completely ignored.

The measured performances of the second variant of color features can be seen in Table 2.
As one can see, one can reach similar or even better tracking performances with this variant of color features, as with the

HOG features (see also Fig. 11). The benchmarks were measured on a PC with a Core i5-3570K overclocked at 3.8 GHz and
16 GB DDR3 RAM. With the DCF-HOG tracker, a precision of 0.725 (20 px.) with 474.37 FPS was measured. But you need to
take into account, that no SSE instructions were used for the color feature calculations, in comparison to the HOG features.
Therefore one cannot compare the runtimes of HOG and color features in a meaningful way.

You can see in Fig. 12, that the DCF tracker reaches with HOG and color features a similar precision over most of the 50
sequences, except for the grayscale sequences, as variant 2 of color features is applied in that case without color differences,
hue and saturation on grayscale images, but only the color length is used.
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Fig. 12. Comparison of the DCF tracking performance (20 px. precision) with HOG and color features (variant 2) for all 50 video sequences. Grayscale
sequences have the ending GS (GreyScale). In this case the mean precision (20px.) over all 50 video sequences for DCF-HOG is 0.723 vs. 0.724 for
DCF-ColorV2 (cf. Fig. 11) and the standard deviation (20px.) for DCF-HOG is 0.332 vs. 0.308 for DCF-ColorV2. Since some sequences are difficult to track
(e.g. MotorRolling or Skiing), very low values of precision (20px.) are yielded. On the other hand a lot of sequences can be tracked quite well resulting
in values of precision (20px.) close to 1.0. As a consequence the standard deviations of the precision (20px.) are quite high compared to the absolute values.

Fig. 13. One-pass evaluation of DCF-HOG andDCF-Color only over the 35 color video sequences out of the 50 benchmark videos. The color features (variant
2)were usedwith 18 discretization ranges, color differences and a hue and saturation channel. The precision values in brackets for the trackers in the legend
are for a location error threshold of 20 pixel.

Table 3
Measured performances (mean precision 20 px. and standard deviation of mean precision) of the DCF tracking algorithm for a subset of
combinations ofHOG features and color features (variant 2)with different parameters over all 50 video sequences. The used implementation
of HOG features uses by default 31 feature channels.

HOG Color Performance
Number of color-length
discretizations

Color
differences

hue and
saturation

Channels Mean precision
(20 px.)a

Standard deviation
(20 px.)b

FPS

✓ 9 × × 40 0.751 0.318 246.75
✓ 9 ✓ × 46 0.752 0.312 217.22

✓ 18 × × 49 0.759 0.303 224.27
✓ 18 ✓ × 55 0.764 0.290 209.04
✓ 18 ✓ ✓ 57 0.784 0.277 207.05

× 18 ✓ ✓ 26 0.726 0.308 364.97

✓ × × × 31 0.725 0.332 474.37
a Mean precision over 50 video sequences, measured with OPE (One-Pass-Evaluation) and with an error threshold of 20 px. (see

Section 1.1). In Fig. 12 one can see an example with precision values for every single video sequence.
b Standard deviation of the mean precision (20 px.)

Fig. 13 shows the tracking performance for DCF-HOG and DCF-Color, if only the 35 color video sequences out of the
overall 50 benchmark videos are used. One can notice, that DCF-Color has a significantly better tracking performance over
the color video sequences than DCF-HOG (OPE_20px_error = 0.746 for DCF-Color versus 0.686 for DCF-HOG).

One idea to improve the tracking performance is the combination of HOG and color features to one feature vector. In
Table 3 one can notice, that the tracking quality rises significantly, but at the same time the frame rate decreases strongly,
because two instead of one feature variant has to be calculated per frame.

The reason that the tracking performance cannot be improved further on a certain point is that some sequences are just
difficult to track for the KC tracker, no matter what features are used. The following characteristics in video sequences can
be problematic:
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Table 4
Measured precision (mean precision 20 px. and standard deviation of mean precision) and FPS for DCF with color features (variant 2) and
a few normalization variations. The first variant normalizes the whole feature vector at once, the second variant normalizes either the
distances, differences, hue+saturation or combinations of all three separately. The KC tracker is used with standard parameters, as used
with the DCF-HOG tracker, like it is also used in [2].

Tracker Block normalization of Truncation Mean precision
(20 px.)a

Standard deviation
(20 px.)b

FPS

DCF No block normalization 0.726 0.308 364.97
DCF Whole feature vector × 0.693 0.333 217.08
DCF Whole feature vector 0.7 0.694 0.331 232.65
DCF Distances × 0.746 0.296 226.28
DCF Distances + Differences separately × 0.733 0.284 211.23
DCF Distances + Differences + Hue and Saturation separately × 0.724 0.303 208.28
DCF Distances + Differences + Hue and Saturation separately 0.45 0.753 0.295 225.96
DCF Distances + Differences + Hue and Saturation separately 0.5 0.749 0.295 216.64
a Mean precision over 50 video sequences, measured with OPE (One-Pass-Evaluation) and with an error threshold of 20 px. (see

Section 1.1). In Fig. 12 one can see an example with precision values for every single video sequence.
b Standard deviation of the mean precision (20 px.)

• Fast motions respectively low frame rates
The interpolation parameter α, which defines the update speed of the dynamic model, has usually a value that causes

a slow update speed, to reach a good overall tracking performance. Fast motions in video sequences have huge changes
between two subsequent frames, which is problematic with the slow update rate of the interpolation parameter. Fur-
thermore, the changes of the movements can be so big that the tracking object moves from one to the subsequent frame
completely out of the subwindow. Another problem can be motion blur, which can be problematic with features like
HOG, which are not extracted properly due to smearing.

• Almost complete occlusions
Occlusion can also cause problems, as the tracker updates its model with the occluding object/area in the foreground

of the image. The longer the subwindow stays on this area, the higher the chance is that it will not track the actual object.
Furthermore it can happen that the tracking object gets visible again on another side of the image, which is not covered
by the search area/subwindow of the tracker.

• Low resolution images
Low resolution images and small subwindow sizes are also a problem.

Another way to improve the tracking performance is the local block normalization of the cell histograms. Table 4 shows
the measured precision and FPS of the DCF tracker with color features (variant 2) and block normalization of the feature
vectors. The block normalization is calculated like for HOG features in [7]. There are two ways the feature vectors are
normalized. Either the whole feature vector is normalized at once, or parts of the descriptor like distances, differences or
hue and saturation are normalized separately. One can see that the block normalization even makes the precision worse if
the whole feature vector is block normalized at once. The separate block normalization of the feature vector can improve
the tracking precision, but it also needs more computation time, which makes the overall performance worse.

4.2. Re-detection

The algorithm presented in Section 2.3, which was implemented on smartphone and MATLAB, can be helpful with video
sequences, where the tracking object gets lost through complete occlusions or moves out of the camera’s field of view.
Generally, the tracking performance can get worse (the worsening depends on the threshold, which defines bad tracking
quality), when this algorithm is used. That is, because evenwith low tracking quality it could be possible that the tracker still
tracks the object, e.g. when deformations, rotations or scale variations occur. Therefore, the use of this extension is advisable
only if complete occlusions occur or the tracking object gets often out of camera view. Furthermore, problems can appear if
the object to track changes its shape, orientation, scale or other properties during the time, where it got lost for the tracker.
Then it gets harder to find a matching with the training sample, which is used to find the object in the image.

For demonstration of the re-detection algorithm and comparison of tracking-quality with and without re-detection, we
use two video sequences from the dataset used in [14]. These two video sequences contain frames with full occlusions or
where the object to track is out of camera view. In Figs. 14 and 15 one can see snapshots captured during tracking with
DCF-HOG and re-detection. Furthermore, the tracking performances with and without re-detection algorithm can be
compared in the corresponding precision plots (OPE) with each other. One can see, that the tracking quality is getting better
for these two video sequences, as with no re-detection algorithm the tracked object gets lost very soon.

4.3. Runtimes on smartphones

4.3.1. FFT
In Fig. 16(a) one can notice that the FFTW-NEON and the FastCV libraries reach the best runtime results. The use of FFTW

with the multithreaded library is not worth to use with small sample sizes, as the overhead for the threading is too high.
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(a) Frame 1. (b) Frame 379 (out of view). (c) Frame 1600.

(d) Precision plots.

Fig. 14. Snapshots of tracking the video sequence CarChasewith DCF-HOG and re-detection. Corresponding precision plots for comparison of precision
with and without re-detection.

(a) Frame 2660. (b) Frame 2760 (out of view). (c) Frame 3000.

(d) Precision plots.

Fig. 15. Snapshots of tracking the video sequenceVolkswagenwithDCF-HOGand re-detection. Corresponding precision plots for comparison of precision
with and without re-detection.

FastCV and the self-implemented radix-2 implementation rely on power of two input samples, thus zero padding has to be
used for any sample sizes not power of two, which however cannot be used with multi-channel correlation filters, because
it leads to wrong results, so the tracking does not work properly [15]. Furthermore, the same radix-2 CPU implementation, if
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(a) FFT. (b) HOG.

(c) Color (variant 2). (d) Overall tracker runtime.

Fig. 16. Measured runtimes on several smartphones for the FFT calculations, HOG features, color features and the overall runtime for the KC algorithm. If
the smartphone model is not mentioned in the legend, a Galaxy S4 was used for those measurements.

compiled and ran on the already mentioned desktop PC, is about four times as fast as on the Galaxy S4 and still twice as fast
as on the Galaxy S5. One has to note that all measurements except for the FastCV variant were taken with complex input.
For the implemented tracker, it is sufficient to use real to complex FFT which improves the runtimes slightly.

4.3.2. HOG
In Fig. 16(b) one can see the runtimes of three different combinations of implementations with which the HOG features

are calculated. The slowest variant uses only the CPU with a single thread. The application is compiled with the information
of the correct architecture (armeabi-v7a) for the compiler in the Android makefile. That way, the hardware floating point
units and other features of the specific CPU are used. Otherwise the runtime would be much worse. The other two variants
use OpenGL ES 3.0 for the calculation of the gradients (including the discretization). One version uses for the rest of the
calculations (histograms, energy and features) OpenCL, thus is computed completely on the GPU. The other version uses the
CPU for the rest of the calculations. You can see that there is not much difference in runtime between those two versions of
implementations for smaller sample sizes on the Galaxy S4.

4.3.3. Color (Variant 2)
Fig. 16(c) shows the runtimes for the color features implementation on the smartphone. The measurements were taken

on the Samsung Galaxy S4 and S5. There is a pure CPU implementation (compiled for the correct CPU architecture) and a
version where the color distances, differences, hue and saturation are calculated on the GPU with OpenGL ES 3.0 and the
histograms on the CPU. You can see that there is not much difference between the runtimes of both versions. The reason
is probably the color discretizations of the color distances in the fragment shader, which were implemented with a simple
linear search, instead of more efficient algorithms which get along with fewer if-compares. Furthermore, the pure CPU
implementation of color features is much faster compared to the CPU implementation of the HOG features. But one has to
consider that no cell interpolation and block normalizationwere implemented for the color features. For a pure GPU version,
one would need to implement the histogram creation with OpenCL, like with the HOG features.

4.3.4. Overall
The overall performance can be seen in Fig. 16(d). The runtime measurements were taken for all three mentioned

smartphones (Galaxy S4, S5 and Nexus 5) with different implementation variants respectively different partitioning of
the different parts of the algorithm on different hardware. As tracking variant for these overall runtime measurements
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(a) Basketball. (b) Coke. (c) Crossing.

(d) Girl. (e) Lemming. (f) Singer2.

(g) Skating1. (h) Suv.

Fig. 17. Precision plots of some video sequences for comparison of precision between smartphone and MATLAB implementation. The plots were created
with the DCF-HOG respectively DCF-Color.

DCF-HOG (linear kernel and HOG features) was used. One can see that the Samsung Galaxy S5 reaches the best runtimes,
much better than the predecessor. The Nexus 5 is between the runtimes of the other two smartphones, though it has a quite
similar hardware as the Galaxy S5 (both CPU and GPU). That is because the Nexus 5 has no OpenCL available by default
(libOpenCL.so is not installed). On the Galaxy S5, the runtimes are the lowest if OpenGL ES 3.0 and OpenCL are used
especially for the HOG features. On the Galaxy S4 there is not much difference if the CPU is used instead of OpenCL. Thus,
lower runtimes can only be achieved with the newer Adreno 330 GPUs. On the older Adreno 320 GPUs no better runtimes
can be detected. In fact, the runtimes are just slightly better for smaller input samples and getworse for bigger input samples.
If HOG features are used, the input samples for the KC tracker get smaller, as the image is subdivided into cells during patch
calculation. Thus, the use of OpenCL for those parts of the algorithm brings no high performance gains, as the input samples
get too small to be able to be effectively parallelized with OpenCL. Usually, small subwindow sizes of about 80 × 80 to
160 × 160 pixels are sufficient enough to reach a good tracking precision. Hence, one can reach runtimes of about 20–30
FPS on a Galaxy S4 and about 30–40 FPS on a Galaxy S5.

4.4. Quality comparison between smartphone and MATLAB implementation

To be able to compare the smartphone implementation of the tracker with the MATLAB implementation, precision
plots (OPE) are created for some of the 50 sequences on both smartphone and with MATLAB. For tracking, the DCF-HOG
respectively DCF-Color variant is used. The plots can be seen in Fig. 17. For every video sequence, the plots of both
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implementations (smartphone and MATLAB) and for both feature types (DCF-HOG and DCF-Color) are combined in one
plot, to be able to compare the tracking performances better.

One can see, that for some video sequences, the tracking performance with the smartphone is slightly worse. It should
be mentioned that there are some differences in both implementations. First, there are some differences in the HOG feature
calculation. In the smartphone implementation, the HOG features are not calculated for the cells on the borders of the image.
The MATLAB implementation converts the image to a grayscale image, before the HOG features are calculated. Second, in
the smartphone implementation floats are used with single precision (e.g. double precision is not available on the GPU,
single precision is faster), onMATLAB double precision. Third, the size and dimensions of the tracking window can currently
only have certain sizes in the smartphone implementation, on the MATLAB implementation, the subwindow size of the
first entry in the ground truth data of the video sequence is used. If the subwindow size in the MATLAB implementation is
too big, the size of the image is reduced. For the video sequences Crossing and in particular Girl one can discover, that
the tracking quality for the DCF-Color implementation with MATLAB is even worse than the smartphone implementation.
One some video sequences which are harder to track, the slightest differences in the implementation can lead to different
precision results, as the tracker can lose the object to track in situations/frames, where the current tracking quality is bad
(see Section 2.2).

5. Conclusion

In this paper we showed that the KC tracker, which reaches a very good precision, can be implemented and run on
smartphones with at least 20–30 FPS, if the available hardware (CPU, GPU, . . . ) is used appropriately. Furthermore, we
presented two approaches to color features, where the second variant reaches a very good performance with the used
tracker, which is at least as good or even better as with HOG features. The combination of HOG and color features does
significantly improve the precision over the 50 video sequences, despite the tracker almost reaches its limits. For sequences,
where the tracking object gets lost often, we showed a simple way how to detect a loss and find the target again, though
this algorithm should only be used if it is really necessary.

6. Future work

GPUs in smartphones are getting more powerful with every generation. Therefore, a fast GPU implementation for FFT
transforms with any sample sizes could accelerate the tracking frame rates significantly. With the new Android camera API
for image processing in Android 5.0, maybe higher camera frame rates than 30 FPS could be used in Android applications.
Currently, high camera frame rates are only available for video captures (up to 120 FPS) but not within apps. To improve
the detection of a tracking loss, better and more reliable ways are necessary to determine the current tracking quality. The
detection of a target after a loss could be improved with better detection algorithms, which are e.g. model based and use
different views of the object, hence are able to detect objects that changed e.g. its orientation. For improving the tracking
performance generally, the object tracking could be supported by a Kalman filter. To be able to track objects with huge scale
variations, new solutions are necessary, e.g. where the tracking window size adapts dynamically.
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